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I. The New AI Revolution
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New Applications of AI
• Natural language processing (“Ok Google…”)
• Facial recognition
• Medical images processing (x-rays, scan, etc.)
• Robot journalists (Miller 2015; Reynolds 2015)
• Artistic creation: music, images, movie scripts
• Game playing: Go (2015-2017)
Recent or emerging domains of applications :

• Transport
• Clerk work in finance, law or other professions
• Predictive justice and crime prediction
(Reading, Penn.: PredPol, NYC: CompStat)
• Aid to medical diagnoses (e.g. image processing)
Detection/prediction of health conditions
• Detection prediction of sex orientation,
honesty, etc.
• Military applications
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Two paradigms

What Has Changed? Machine Learning and Neural Networking

‘Classical’ AI
Existing and explicit knowledge is
coded or embedded in AI systems.
Artificial intelligence (AI)

‘New’ AI
AI systems ‘learn’ by finding patterns
in data with the help of structured
feedback from humans.

Machine learning (ML)
Warning! We should be wary of any simple binary distinction. The notion of learning have been around for a
long time (since the beginnings of AI in the 50’s, see D. Cardon and A. Plasek work) and ‘classical’ AI also involves
pattern recognition and adaption to user choices.

Neural networking (NN)
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Three important changes
1. New AI Systems can accomplish tasks that we can’t fully explain or define
(at least in a way that is both formal and finite).
E.g. Facial recognition
2. Performances equal to (or better than) humans
For narrow/specific tasks, especially in controlled environments.
3. No need for human experts to create ML systems
E.g. Detecting cancerous cells on X-rays without radiologists
E.g. Antidote software v. natural language processing with NN
E.g. Geoffrey Hinton and drug discovery (Harel and Radinsky 2018)
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The Social Impacts of AI
4/11/2017

II. Ethical Issues

The Dark Secret at the Heart of AI - MIT Technology Review
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The Dark Secret at the Heart of AI - MIT Technology Review

Autonomous vehicles (AV)

https://www.technologyreview.com/s/604087/the-dark-secret-at-the-heart-of-ai/

1/24

Imagine your Aunt Ida is in an autonomous vehicle (AV) — a self-driving car — on a
city street closed to human-driven vehicles. Imagine a swarm of puppies drops from
an overpass, a sinkhole opens up beneath a bus full of mathematical geniuses, or
Beethoven (or Tupac) jumps into the street from the left as Mozart (or Biggie) jumps
in from the right. Whatever the dilemma, imagine that the least worst option for the
network of AVs is to drive the car containing your Aunt Ida into a concrete abutment.
Even if the system made the right choice — all other options would have resulted in
more deaths — you’d probably want an explanation.
13

David Weinberger in “Optimization over Explanation: Maximizing the benefits of machine learning
without sacrificing its intelligence”
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Kyle Behm Case (O’Neil 2016)

Crime prediction models

• Former student at Vanderbilt University
High-achieving profile, high SAT score, etc.
• Suffers from bipolar disorder

• LSI–R (Level of Service Inventory–Revised)
Lengthy questionnaire: circumstances of a criminal’s birth and
upbringing, including his or her family, neighborhood, and friends.
Correlations with past-crime data
Prediction on risk of recidivism
Scores are used for anti-recidivism programs and even sentencing!

• One-year break to get a treatment
• 1½ year later, resumes studies and applies for a job
• Application for part-time minimum-wage job at
Kroger (supermarket)
Application is ‘RED-LIGHED’!

• Location-based crime prediction software
E.g. PredPol (used in Reading, Pennsylvania), CompStat (NYC),
HunchLab (Philadelphia), etc.
• Sensitivity to one type of crime (violent crime) based on past data
• Feedback loop: this data is then feed back to the model.

• Personality test similar to the “Five Factor Model”
Employee selection program
Kronos, workforce management company
• Many other applications are rejected
15
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• Kyle’s father, Roland Behm, an attorney, files a class-action suit
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A Mulching Proposal

CHI 2019, May 2019, Glasgow, Scotland, UK
part of the FAT framework, focusing exclusively on (for example) transparency or fairness, rather than
taking a systemic view of these principles.
In this paper, we document an algorithmic analysis which was undertaken in collaboration with
the system’s developers, seeking to ensure that design followed the principles laid out in the FAT
framework. We believe that our work makes for an interesting case study in HCI engagement with
industry. HCI researchers concerned about algorithmic ethics might use our experience as a basis for
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Should Artificial Intelligence Augment Medical Decision Making? The Case for an
Autonomy Algorithm
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Abstract: A significant proportion of elderly and psychiatric patients do not have the capacity to make health
care decisions. We suggest that machine learning technologies could be harnessed to integrate data mined from
electronic health records (EHRs) and social media in order to estimate the confidence of the prediction that a
patient would consent to a given treatment. We call this process, which takes data about patients as input and
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The Case for an AI-Assisted Autonomy Algorithm
In this article, we argue that artificial intelligence (AI) can be used to mine data from
electronic health records (EHRs) and social media in order to predict an incapacitated
person’s preferences regarding health care decisions. The argument proceeds in three
steps.
We first show that a significant proportion of patients do not have the capacity to make
health care decisions and motivate the search for a reliable mechanism to predict patient
preferences. We describe the triple burden that incapacity creates: the ethical burden
upon health care systems to respect the wishes of these patients; the emotional burden
upon surrogates to make difficult decisions; and the economic burden upon society to
fund investigations and treatments that the incapacitated patient would have declined.
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Japanese company replaces ofﬁce workers with artiﬁcial intelligence | Technology | The Guardian

Japanese company replaces ofﬁce workers
with artiﬁcial intelligence
Insurance ﬁrm Fukoku Mutual Life Insurance is making 34 employees redundant and replacing
them with IBM’s Watson Explorer AI

Fukoku Mutual Life Insurance believes it will increase productivity by 30% Photograph: Toru Hanai/REUTERS

Justin McCurry in Tokyo
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Thursday 5 January 2017 09.57 GMT

A future in which human workers are replaced by machines is about to become a
reality at an insurance ﬁrm in Japan, where more than 30 employees are being laid oﬀ
and replaced with an artiﬁcial intelligence system that can calculate payouts to
policyholders.
Fukoku Mutual Life Insurance believes it will increase productivity by 30% and see a
return on its investment in less than two years. The ﬁrm said it would save about 140m
yen (£1m) a year after the 200m yen (£1.4m) AI system is installed this month.
Maintaining it will cost about 15m yen (£100k) a year.
The move is unlikely to be welcomed, however, by 34 employees who will be made
redundant by the end of March.
The system is based on IBM’s Watson Explorer, which, according to the tech ﬁrm,
possesses “cognitive technology that can think like a human”, enabling it to “analyse
and interpret all of your data, including unstructured text, images, audio and video”.
The technology will be able to read tens of thousands of medical certiﬁcates and factor
in the length of hospital stays, medical histories and any surgical procedures before
calculating payouts, according to the Mainichi Shimbun.

To sum up

While the use of AI will drastically reduce the time needed to calculate Fukoku
Mutual’s payouts – which reportedly totalled 132,000 during the current ﬁnancial year
– the sums will not be paid until they have been approved by a member of staﬀ, the
newspaper said.

https://www.theguardian.com/technology/2017/jan/05/japanese-company-replaces-ofﬁce-workers-artiﬁcial-intelligence-ai-fukoku-mutual-life-insurance

New issues in AI ethics include, but are
not limited to:
• Explicability and interpretability
• High risk of bias and discrimination:
No data is neutral and feedback
effects are common.
• ⇩ human judgment
• Lack of accountability
• Restructuration of some industries or
social domains (such as healthcare)
• Transformation of the labor market
• ⇧ socio-economic inequalities

1/2
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III. Historical perspective
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Technological unemployment (..., Ricardo 1817, Keynes 1930, ... Susskind and Susskind 2015, Frey & Osborne 2017)

AI Ethics, an
(Historical) Overview

Privacy (Warren and Brandeis 1890, Prosser 1960, Roe v. Wade 1973, COPPA 2000, Nagel 2002, ...)

1960

IV. Emerging Research Topics

Post-industrial/information/network society (Bell 1973, Masuda 1981, Castells 1996-8)
AI ontology (Searle 1980, Pettit, Danaher 2018)
Digital divide (Norris 2001) & Social equality
Existential risk (Bostrom 2014)

(Christiano, Orseau & Armstrong 2016 draft, IEEE 2016)

Ethically-aligned AI

(O’Neil 2016, Pasquale 2016, Crawford 2016, Eubanks 2018)

Algorithmic Ethics / FAT

(Brinded 2016, Kaplan 2015)

4th industrial revolution

1970

1980

2000
1990
Emergence of ML applications

2010

2020

time
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Search Ranking to Neural Networking
and the Challenges of Account Giving

Four possibilities:
E.g. Trolley problem for AI
E.g. Tunnel problem
1) Let engineers decide
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2) Let users decide
decide what
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decision?

Abstract Who should decide how a machine will decide what to do when it is
driving
car,
performing
Option a(4)
isn’t
feasible aformedical
now. procedure, or, more generally, when it is facing
any
morally
laden decision?
More and
more, machines are making complex
We kind
mustofreach
an equilibrium
between
efficiency/regulation.
decisions
considerable
level
of autonomy.
We should be much more preOption (3)with
has athe
potential to
reduce
social impacts.
occupied by this problem than we currently are. After a series of preliminary
remarks, this paper will go over four possible answers to the question raised above.
First, we may claim that it is the maker of a machine that gets to decide how it will
behave in morally laden scenarios. Second, we may claim that the users of a
machine should decide. Third, that decision may have to be made collectively or,
fourth, by other machines built for this special purpose. The paper argues that each
of these approaches suffers from its own shortcomings, and it concludes by
showing, among other things, which approaches should be emphasized for different
types of machines, situations, and/or morally laden decisions.
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Accountability, strictly speaking, is the state of being accountable. An
Accountability

Desirability of accountability

A new version of the trolley problem is becoming increasingly popular. The problem
individual or group of individuals A is accountable if and only if:
refers to a popular thought experiment wherein one must decide whether or not to
divert a trolley hurtling down a track. If the trolley is not diverted, five people on the
(1) It is held to account:
main track will die. If the trolley is diverted a man working on the side track will die
It isAppiah
expected
provide
an explication
or aofjustification;
(Foot 1978;
2008).to
Tens
if not hundreds
of variations
the trolley problem

(2)

The notion of accountability is deeply intertwined with other notions also
considered to be desirable characteristics of our political systems or our economies.

About X:
An idea, a view, a behavior, an action, a practice, a policy,
an outcome, etc.;

These include but are not limited to: answerability; transparency; integrity;
trustworthiness; responsiveness (Bovens 2010, 947; Mulgan 2000, 2003);
blameworthiness; liability; moral/political responsibility.
Accountability can also be considered to be as a necessary condition of:

& Dominic Martin
dominic.martin@concordia.ca
1
2

John Molson School of Business, Concordia University, Montréal, Canada

(3)
To P:
Department of Philosophy, McGill University, Montréal, Canada
Another individual, group of individuals, organization, etc.;
(4)

And can be sanctioned.

123

In short: there is accountability when A is held to account for X to P, and
can be sanctioned.
• Individuals responsible for torture called to account for their actions
• Expectation that publicly traded corporations will disclose information
about the compensation of their CEO.

• Good governance (Dubnick 2007; Bovens 2010);
Ref.: Day and Klein
(1987), Jones
(1992), Behn (2001);
Mulgan (2000),
Bovens (2004), and
Dowdle (2006),
among others.
#3
4

• Efficiency (Sinclair 1995, 222; Bovens 2010, 201);
• Democracy (see Mulgan 2000; Behn 2001; Bovens 2010); and
• Justice or fairness, in the sense that it is difficult to imagine a just society wherein
there is no accountability whatsoever (Bovens 2010, Rawls 1999).
#3
5
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Challenges of account-giving

Challenges (continued…)

1)

Violation of privacy
Def.: People or organizations that are made more accountable may have to provide
more extensive accounts for their practices, and being accountable in this way may
lead to heightened transparency, which may undermine privacy.

2)

Counterproductive uses
Def.: risk that people could use the accounts or explications provided through
various accountability mechanisms, and their sanctioning power, in a way that
would not serve the reasons why these mechanisms have been put in place.
E.g. Being accountable about criminal risk scores (e.g. COMPASS or LSI-R)
E.g. Google being accountable about its search ranking algorithm
E.g. More accountability from intelligence agencies?
Risks that people :
- Game the rules
- Exploit heightened transparency
- Exploit accountability mechanisms in other ways

3) Epistemic constraints
Def.: We would like to held A to account for X, but A does not
have the necessary knowledge or knowhow to provide a
satisfactory account of X.
E.g. Malaysia Airlines Flight 370
E.g. Health effects of 'cat parasite' Toxoplasma gondii
4) Cost constraints
Def.: There are cases wherein an obligation of account-giving can
be challenging because the necessary knowledge or knowhow
do not exist. But it is often the case that it is simply difficult or
costly to acquire that knowledge and/or give an account of X.
E.g. Organic certification and labelling
36
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1) Predominance of human judgment

IV.
Implications:
Three examples

Claim: human judgment must be predominant in any organizational or
political processes, even when these processes embed algorithms.
E.g. French policies regarding the usage of AI technologies in the health sector
and the “garantie humaine” (human guarantee).
E.g. Déclaration of Montréal, principle of responsibility: “all areas where a
decision that affects a person’s life, quality of life, or reputation must be
made, where time and circumstance permit, the final decision must be taken
by a human being and that decision should be free and informed”
Strong and weak predominance scenario
Strong predominance scenario:
• Epistemic challenges
• Costs constraints
39
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2) Non-discrimination
E.g. UNI Global Union principles
We must “ensure a Genderless, Unbiased AI”
E.g. FAT, Principle of Fairness:
We must “ensure that algorithmic decisions do not create discriminatory or unjust
impacts when comparing across different demographics (e.g. race, sex, etc)”
(Diakopoulos et al. 2016)

What to be careful about:
• Possible violations of privacy
• Counterproductive uses
Randomization or ignoring specific variables may ⇩ precision
• Epistemic constraints
Bias can creep in at many stages in the design/use of an algorithm: How the
problem was framed? How the data was collected? How the data was prepared?
Are there any pernicious feedback loops?
40

3) More generally …
There is an expectation that algorithms, such as neural
networks, will be trained with the proper dataset, will be
benchmarked properly and checked for their accuracy;
and that the people or organizations that create or use
theses algorithms are accountable in this respect.
• Epistemic constraints
• Costs constraints
• Potential counterproductive uses,
such as violations of trade secrecy
41

• Algorithmic accountability is an all-encompassing topic, therefore, we should
careful before making general statements about algorithmic accountability.

V.
Conclusion: Where to set the bar?

Yet …
• There are strong grounds for ⇧ algorithmic accountability.
• But this will also raise a series of challenges.
• The challenges of account-giving are more or less important in different cases.
• Also, we can develop workarounds
E.g. Being held to account for the environmental effects of chemicals: it is not
sufficient to claim that we do not have the necessary knowledge or knowhow.
At the very least, we can institute a precautionary principle.
But typically, ⇧ accountability is likely to have good and bad aspects, and it will
be necessary to decide where we should set the bar.
43
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Suggestion:
Proportionality criterion

Neural network accountability

See Hurka (2005), Weinstock (2009) and Martin (2012), among others.
• Just was theory
jus ad bellum: War’s destructiveness “must not be out of proportion to the relevant good the war
will do”
jus in bello: Killing non-fighting populations is unacceptable if “the resulting civilian deaths are out
of proportion to the relevant good one’s act will do”
• Self-defense
Using force will be judged acceptable for defending oneself against an aggression if it doesn’t
exceed the intensity of the aggression.
• Oakes’s test (from R v Oakes)
Violation of the Canadian charter of rights are permissible if there is “proportionality between
the effects of the measures which are responsible for limiting the Charter right or freedom, and
the objective which has been identified as of "sufficient importance".
Def.: more accountability must not cause harms or produce bad consequences that are out of
proportion with the good aspects of accountability.

44
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Specific problems with neural nets

Techniques

1) Better performances/skills/capacities, etc.
These networks can perform better than the best human experts for
specific tasks such as crime prediction or medical diagnosis. This can make
it difficult for human experts in these areas to assess the functioning of
these systems.

1) Controlling the training of a neural network
E.g. quality of input, what is being optimized, etc.
2) Controlling how the output is used: is there human oversight, checks
and balances, approval by human experts, etc.

2) Internal complexities
Second, the internal complexities of neural networks make it almost
impossible to fully describe in a human-understandable way (e.g. in a
paragraph) how they produce their output.
Neural nets are black boxes spaghetti soups
Spaghetti soup problem or, more seriously, the
inverse polanyi paradox.
46

3) Neutralizing the weight of specific variables
E.g. skin color or geographical location in crime prediction model.
But this also decrease the accuracy of the output
4) So-called Monte Carlo approaches
Randomized tests, stress scenarios and unexpected states
5) So-called adversarial approaches
Other neural networks trained to find weak spots in existing neural
networks

47
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Techniques (continued)

AI, Ethics and Law

Exogenous v. endogenous accounts
6) Layer-to-layer division of labor models
E.g. first neural nets used by the military to recognize US or soviet
equipment picked up on the quality of the image — soviet images
were often black and white — rather than the specific characteristics
of that equipment.
7) Develop neural networks than can explain their output in natural
language.
8) Application of neuro-cognition models to neural networks: make
sense of the functioning of neural networks the same way that
neuroscientists make sense of the functioning of the human brain.
• Other ideas …

48
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Legalia : vers un développement
responsable et éthique de l'intelligence
artificielle en droit
Legalia: towards a responsible and ethical
development of artificial intelligence in law

Degré de subsitution au jugement humain de différentes applications de l'IA en droit*
(Landrys & Martin)
5
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* Tel que déclaré par les concepteurs de ces applications, leurs clients potentiels, leurs usagers, les médias, etc.
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Artificial moral agents (AMA)
& Ethically-Aligned AI
52

Discussions on the possibility of creating artificial moral agents
• Ethical intelligence agent
• Morally/ethically aligned AI
• Being capable of making moral judgments in the full sense of the term.

53

The Chinese room argument
Searle (1980 & 1984)

Can an AI system be an agent? Answer: possibly.
Can an AI system be a moral agent? Answer: no!
• Because it cannot act or make a judgment for the right reasons
(Purves, Jenkins, and Strawser 2015);
• Because it lacks affective states, emotions, moods, etc
(Nussbaum 2001; Nichols 2004; Prinz 2007);
• Because it lacks mental states (Fiala, Arico, and Nichols 2014);
• Because it is not sentient;
• Because it does not have a mind; etc.
Our intelligence machines are still very stupid.

54

Searle: brains cause minds and syntax doesn’t suffice for semantics.

55
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Moral

Relevance of the issue as a research topic

Working definition: Capacity to make decisions that are
coherent with a good or a just behavior, a valuable life or
human rights (Rawls 1971, 1988; Hursthouse 1997, 2001;
Scanlon 1998; Railton 2003; Singer 2011).

58
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Challenges

AI, justice and inequality

Philosophers and psychologists have neglected for a long period of time the problems of descriptive
and explanatory adequacy in the moral domain (Mikhail 2005, 557).
Moral competence is generally defined with very rich (and high-level) mental concepts, such as
‘having a sense of value,’ ‘being honest,’ integrity, autonomy, empathy, etc. There is no reason to
believe that these views of moral competence can be applied easily to AI Systems.
More specifically:
• What is moral competence?
Can an AI system be competent in that sense?
• How to assess the moral competence of humans?
See Kavathatzopoulos & Rigas (2006)
• How to assess the moral competence of AI systems?
• How can we improve the moral competence of AI systems?
Notwithstanding these challenges, it seems very likely that AI systems will be increasingly imbedded
in organizational, economic, political, social, etc. processes. Therefore, we need to find ways to both
assess and improve the moral competence of AI systems.
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Key points
IV. Governance and data management

• Accountability, transparency and explainability issues
Especially in data production and processing cycles
• But many of the key ethical issues with data management (data
quality, intellectual property, privacy, etc.) already emerged in the Big
Data paradigm, new developments in AI do not necessary raise new
issues (even if they may increase the severity of existing issues).
• However, the picture is completely different for issues of good
governance.
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Merci!
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